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Part 9: Network Search 
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Web search 

l  Information networks store large amounts of data in their 
vertices 
§  These information is useless unless we find a way to navigate 

through the network and find the appropriate vertices 
§  Web is one very illustrative example of such an information 

network 

l  The Web is a directed network, where vertices are the 
webpages and the edges are the directed links between 
the pages 
§  Webpages include information and the goal of web search 

engines is to identify those vertices (i.e., webpages) that include 
the most relevant information  
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Web search 

l  The main process that web search involves is crawling 
§  Breadth first search  

ü Many more details for improving performance 
o  Distributed crawling, repeated crawling etc. 
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won the battle, largely because its inventors decided to give away for free the software 
technologies on which it was based—the Hypertext Markup Language (HTML) used to specify the 
appearance of pages and the Hypertext Transport Protocol (HTTP) used to transmit pages over the 
Internet. The Web’s extraordinary rise is now a familiar story and most of us use its facilities at 
least occasionally, and in some cases daily. A crude estimate of the number of pages on the Web 
puts that number at over 25 billion at the time of the writing of this book.27 The network structure 
of the Web has only been studied in detail relatively recently however. 

Figure 4.2: The operation of a web crawler. A web crawler iteratively downloads pages from 
the Web, starting from a given initial page. URLs are copied from the link tags in that initial page 
into a store. Once all links have been copied from the initial page, the crawler takes a URL from 
the store and downloads the corresponding page, then copies links from that, and so on. 
  

Breadth-first search is discussed at length in Section 10.3. 

The structure of the Web can be measured using a crawler, a computer program that 
automatically surfs the Web looking for pages. In its simplest form, the crawler performs a so-
called breadth-first search on the Web network, as shown schematically in Fig. 4.2. One starts 
from any initial web page, downloads the text of that page over the Internet, and finds all the links 
in the text. Functionally, a link consists of an identifying “tag”—a short piece of text marking the 
link as a link—and a Uniform Resource Locator or URL, a standardized computer address that 
says how and where the linked web page can be found. By scanning for the tags and then copying 
the adjacent URLs a web crawler can rapidly extract URLs for all the links on a web page, storing 
them in memory or on a disk drive. When it is done with the current page, it removes one of the 
URLs from its store, uses it to locate a new page on the Web, and downloads the text of that page, 
and so the process repeats. If at any point the crawler encounters a URL that is the same as one 
already in its store, then that URL is ignored and not added to the store again, to avoid duplicate 
entries. Only URLs that are different from all those seen before are added to the store. 

By repeating the process of downloading and URL extraction for a suitably long period of time 

 

 

 



Web search 

l  The first generation of web search engines were simply 
annotating the webpages crawled with keywords found in 
their text 
§  Various heuristics 

ü Frequency of a term, position on webpage etc. 

l  Modern web search engines make use of network 
elements as well 
§  Textual annotations are still there 

ü Used as a first step to identify a fairly broad set of also possibly 
irrelevant with the query web pages 

§  Network metrics are further used to narrow down these sets 
ü Google uses the PageRank centrality metric 
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Web search 

l  Of course PageRank is only one of the elements in the full 
search algorithm of Google  

l  One interesting point is that PageRank (and in general any 
centrality measure that might be used) does not depend 
on the specific query 
§  Hence, it can be computed offline, accelerating significant the 

response time  

l  Of course PageRank has disadvantages too   
§  A webpage might have a high PageRank value for a reason 

unrelated to the current search query 
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Searching distributed databases 

l  An example of a distributed database is a peer-to-peer 
network 

l  In a peer-to-peer network participating users have specific 
files that they store in their machine(s) 

l  Users are logically connected 
§  An edge between two users does not mean that they are 

physically connected but they have an overlay communication 
ü They are “neighbors” in the network 
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Searching distributed databases 

l  One could take an approach similar to web search 
§  Central entity that has all the entries “who has what” 
§  Keeping these databases centrally is not a good idea 

ü High load, single point of failure etc. 

l  How can we search in this distributed database? 
§  Simple but naïve approach 

ü Entries are randomly scattered across peers 
ü When a peer wants to query a key sends the query to all the peers 
ü Does not scale (huge traffic/query load and needs to keep track of 

all the peers) 
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Superpeers design 

l  Most modern peer-to-peer networks deploy a hierarchical 
overlay of supernodes 
§  Supernodes are high-bandwidth nodes 

l  Typical clients connect to supernodes 
§  The latter keep track of the files each one of its client has 

l  The entire search is performed 
at the network of supernodes 
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To get around this problem, most modern peer-to-peer networks make use of supernodes (also 
called superpeers). Supernodes are high-bandwidth nodes chosen from the larger population in the 
network and connected to one another to form a supernode network over which searches can be 
performed quickly—see Fig. 19.1. 

 

Figure 19.1: The structure of a peer-to-peer network with supernodes. Client nodes (filled 
circles) are connected to a network of supernodes (open circles) that have aboveaverage network 
bandwidth and hence can conduct searches quickly. 
  

A supernode acts a little like a local exchange in a telephone network (see Section 2.2). Each 
normal user, or client, in the network attaches to a supernode (or sometimes to more than one) that 
acts as their link to the rest of the network. Each supernode has a number of such clients and the 
clients communicate to the supernode a list of the files or other data items they possess so that the 
supernode can respond appropriately to search queries from other supernodes. An individual client 
wanting to perform a search then sends their search query to the local supernode, which conducts a 
breadth-first search interrogation of the network of supernodes to find the desired item. Since the 
supernodes possess records of all the items that the clients have, the entire search can be performed 
on the network of supernodes alone and no client resources are used at all. And since the 
supernodes are deliberately selected to have fast network connections, the search runs at the speed 
of the quickest vertices in the network. 

In practice schemes like this work quite well—well enough to be in wide use in peer-to-peer 
networks of millions of users. More sophisticated schemes have been devised that in theory could 
work better still—an example is the “Chord” system proposed by Stoica et al. [305]—but such 
systems have yet to find widespread adoption since the more traditional supernode approach 
appears to work well enough for practical purposes.

 

 



Distributed hash tables 

l  Every peer has an n-bit integer identifier in the range of [0, 
2n-1] 

l  Every key is an integer in the same range 
§  For this we use hash functions 
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• A hash function maps “names” to integers 
in some range. 
• It is an many to one mapping, so collisions  
can occur.  E.g., “John Smith” and “Sandra 
Dee” map to the same integer. 



Distributed hash tables 

l  Recall: peers’ IDs and hashed keys are at the same range 

l  Every entry is being “stored” to the peer whose ID is the 
closest to the hashed key 
§  Closest is the immediate successor  

l  Example 
§  n = 4 à IDs of peers and hashed keys in [0, 15] 
§  Existing peers: 1, 3, 4, 5, 8, 10, 12 and 14 

ü Key = 13 à stored at peer 14 
ü Key = 15 à stored at peer 1  
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Distributed hash tables 

l  Let us assume that Alice wants to find the database entry 
for the movie “Die Hard 2” 
§  Alice hashes the key “Die Hard 2” 

ü E.g., h(“Die Hard 2”) = 11 (the hash function is known to all peers!) 
§  How does she find the peer responsible for key 11? 

ü She clearly cannot keep track of all the peers at the system (ID and 
their IP) 
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Circular DHT 

l  Each peer is aware of only immediate successor and 
predecessor 
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Overlay network 

Links are not physical links but logical 
connections. 

Who’s resp  
for key 11? 

I am 

Number of queries grow linearly  
with the number of peers!! 



Circular DHT with shortcuts 

l  With circular DHT each peer keeps track of 2 peers 
§  Fairly large number of queries on average 
§  How can we reduce the number of queries? 

l  Increase the number of peers you keep track of 
§  Tradeoff 
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Shortcut example 
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Who’s resp  
for 11? 

l  Messages are reduced from 6 to 
3 

l  Potentially we can have a design 
where each peer has O(logn) 
neighbors and there are O(logn) 
messages exchanged per query 



Message passing 

l  A variation of the distributed search problem is the 
problem of message passing 
§  How can we get a message to a particular node in the network? 

l  Milgram’s “small-world” experiment 
§  The most stunning thing, is not that the messages that reached 

the destination followed short paths, but that people were 
actually able to find them!  
ü If you have a bird’s eye view of the topology you can easily find the 

shortest path 
ü However, Milgram’s experiment participants did not have this 

knowledge 
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Message passing 

l  How did people find these short paths to the target?  

l  Can we come up with an algorithm that will do the job 
efficiently? 

l  How does the performance of that algorithm depend on 
the structure of the network? 

l  Preview: Networks need to have a specific structure if we 
want to solve the above navigation problem 
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Kleinberg’s model 

l  In Milgram’s experiment, participants were instructed to 
send the message to an acquaintance that is closer to the 
target 
§  “Closer” can take many different definitions 

ü There are many dimensions that we can examine connections 
o  E.g., spatial, education status, work etc. 

l  Kleinberg made use of a model similar to the small-world 
§  In particular he considered c=2 
§  He further defined closeness based on the hop-distances on the 

ring 
ü Every node is aware of the positions of their acquaintances and of 

the target node 
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Kleinberg’s model 

l  He modeled the message passing process through a 
greedy algorithm 
§  An individual passes the message to his neighbor that is closer 

to the target node 
ü The message will always reach the destination 
ü Worst case: The message will be passed around the ring 

o  Shortcuts will improve this performance 

l  Kleinberg showed that the greedy algorithm 
can find the target at O(log2n) steps 

§  This is possible only for a particular  
arrangement of the shortcuts! 
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19.3.1 KLEINBERG’S MODEL  

The instructions to the participants in Milgram’s experiment were that upon receiving the message 
(actually a small booklet or “passport” sent through the mail), they were to forward it to an 
acquaintance who they believed to be closer to the target than they were. The definition of “closer” 
was left vague, however, and one of the first things we need to do if we want to model the 
mechanics of the experiment is decide on a practical definition. 

An illuminating attempt at modeling Milgram’s experiment was made by Kleinberg [177, 178], 
who employed a variant of the small-world model of Section 15.1, as shown in Fig. 19.2. As in the 
standard small-world model, it has a ring of vertices around the edge plus a number of “shortcut” 
edges that connect vertex pairs at random points around the ring. In Kleinberg’s model all vertices 
are connected to their two immediate neighbors around the ring—c = 2 in the notation of Chapter 
15—and Kleinberg made use of the connections in the ring to define the “closeness” of vertices for 
the purposes of the message-passing experiment. He proposed that individuals in the network, 
represented by vertices, are aware of the distance around the ring to other individuals, and hence 
can say when one of their acquaintances is “closer” to the target vertex than they are in this sense. 

 

Figure 19.2: The variant small-world model used to model message passing.In the variant of 
the small-world model used here, vertices are connected around a ring and shortcuts added 
between them as in the normal small-world model. However, the shortcuts are now biased so that 
there are more of them connecting nearby vertices than distant vertices. The strength of the bias is 
controlled by the parameter Į. In the proof given in the text, the vertices are divided into numbered 
classes, class 0 consisting of just the target vertex and higher classes radiating out from the target, 
each successive class containing twice as many vertices as the previous one. 
  

In his calculations Kleinberg considered a greedy algorithm for message passing in which each 
individual receiving a message passes it on to the one of their neighbors who is closest to the target 
in the sense above. This algorithm is guaranteed always to get the message to the target eventually. 

 

 

 



Kleinberg’s model 

l  Instead of assuming that shortcuts are placed uniformly at 
random between vertices on the ring, shortcuts are more 
probable to connect vertices that are “closer” on the ring 
§  It is more probable to meet someone that lives in our city as 

compared to someone that lives in a different state 

l  As in the small-world model we place a shortcut with 
probability p for every existing edge 
§  Since c=2 there are n edges in total  
§  On average, every node gets 2p shortcut edges  
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Kleinberg’s model 

l  The difference of this model is on how the ends of the 
shortcuts are picked  
§  They are still picked uniformly at random but now we first pick 

the distance r that they will span 
§  r it samples from a probability distribution: Kr-α 

ü K is the normalizing constant, while α is non-negative 
o  For α=0 we have the original small-world model 
o  For α>0 the model shows preference to connections between 

nearby vertices 
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Kleinberg’s model 

l  The probability that two vertices at distance r are 
connected through a shortcut is Kr-α/n 
§  Furthermore, we have np expected shortcut edges 
§  Hence, the expected number of shortcuts between a given pair 

of vertices at distance r is pKr-α 

ü At the limit of large n this is the probability of a shortcut between a 
given pair of vertices at distance r 

l  The normalization constant is found by the condition: 
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Kleinberg’s model 

l  We will show that for a suitable choice of α the greedy 
algorithm can find the target node quickly 

l  We divide the vertices into different classes based on their 
distance from the target node 
§  Class 0 à target node 
§  Class 1 à nodes at distance 2≤d<4 from the target 
§  Class 2 à nodes at distance 4≤d<8 from the target 
§  Class k à nodes at distance 2k-1≤d<2k from the target 

ü Class k has nk=2k vertices   
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Kleinberg’s model 

l  Consider that at some point of the greedy algorithm 
execution the message is at a vertex of class k 
§  How many more steps will it take before the message leaves 

class k and passes into a lower class? 

l  The total number of vertices in the lower classes is: 

§  The maximum distance between any node in these classes and 
the vertex at class k that currently has the message is 3x2k-2 < 
2k+2  
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Kleinberg’s model 

l  The probability that the node that currently holds the 
message has a shortcut at some vertex at lower class is at 
least: Kp(2k+2)-α 
§  Given that there are at least 2k-1 vertices in lower classes we 

have that the total probability of having a shortcut at any of the 
lower class nodes is: (2k-1)Kp(2k+2)-α 

l  We can use the above probability in order to find the 
expected number of message “passings” within class k 
before finding a k-class vertex that has the a shortcut to a 
lower class: 
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Kleinberg’s model 

l  Since there are log2(n+1) classes in total the upper bound 
on the expected number of steps l needed to reach the 
target in the worst case is: 

l  Using the definition for K we have: 

§  When α=1 it is possible to recover the short paths through a 
greedy algorithm, only knowing our immediate connections  
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reaching the target. There are log2 (n + 1) classes in total and summing over them we find that 
an upper bound on the expected number of steps ˜Gneeded to reach the target is

 

(19.7) 
  

Making use of Eq. (19.4) for the constant K and taking the limit of large n we find that 
asymptotically

 

(19.8) 
  

where A, B, and C are constants depending on Į and p, but not n, whose rather complicated values 
we can work out from Eqs. (19.4) and (19.7) if we want. 

Since Eq. (19.8) gives an upper bound on ˜, this result guarantees that for the particular case Į = 
1 we will be able to find the target vertex in a time that increases as log2n with the size of the 
network. This is not quite as good as log n, which is the actual length of the shortest path in a 
typical network, but it is still a slowly growing function of n and it would be fair to claim that the 
small-world experiment would succeed in finding short paths in a network that had Į = 1. Thus it 
is possible, provided the network has the correct structure, for a simple strategy like the greedy 
algorithm, in which vertices have knowledge only of their immediate network neighborhood, to 
produce results similar to those observed by Milgram in his experiment. 

On the other hand, if Į � 1 then Eq. (19.8) increases as a power of n, suggesting that it would 
take much longer in such networks to find the target vertex. In particular, for the original small-
world model of Section 15.1, which corresponds to Į = 0, Eq. (19.8) grows linearly with n, 
suggesting that the Milgram experiment could take millions of steps to find a target in a social 
network of millions of people. Equation (19.8) is only an upper bound on the time taken, so if one 
is lucky one may be able to find the target faster. For instance, if the message starts at a vertex that 
happens to have a shortcut directly to the target vertex then one can find the target in a single step. 
However, Kleinberg [178] was also able to prove that the average time it takes to find the target 
increases at least as fast as a power of n except in the special case Į = 1, so in general the greedy 
algorithm for Į � 1 will not work well.271 

These results tell us two things. First, they tell us that it is indeed possible for the small-world 
experiment to work as observed even if the participants don’t know the details of the whole 
network. Second, they tell us that, at least within the context of the admittedly non-realistic model 
used here, the experiment only works for certain very special values of the parameters of the 
network. Thus the success of Milgram’s experiment suggests not only that, as Milgram concluded, 
there are short paths in social networks, but also that they have a particular structure that makes 
path finding possible. 
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Kleinberg’s model 

l  Hence Kleinberg’s model leaves us with two takeaways  
§  It is possible for the small-world paths can be found 

distributively 
§   There is only one specific structure of the shortcuts that allows 

this 
ü Hence, based on this and on Milgram’s seminal experimental 

results, social networks seem to have a particular structure that 
makes path finding possible 
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A hierarchical model 

l  How actual message passing works? 
§  “Reverse small-world” experiment by Killworth and Bernard 

ü Name, occupation and geographic location of the target are the 
information that lead subjects decide where to forward the 
message next 

l  If we know the geographic location how would we pass the 
message? 
§  At each step, we narrow down the search to a smaller 

geographic area, until we reach an area so small that someone 
there knows the target directly 
ü E.g., if we are looking for a target in a specific neighborhood in 

London, we might first sent something at a connection in Europe, 
this one will forward the message to someone in England and so 
on 
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A hierarchical model 

l  This is also the way that Kleinberg’s model works 
§  We divided the circle to classes, which were getting smaller as 

we were approaching the target vertex 

l  Watts et al. proposed a similar hierarchical model 
§  The interplay between the dimension we consider (e.g., 

geographic) and the social structure can be captured through a 
tree 

§  For example, if we consider the geography, the world could be 
divided in the top level in continents, the continents to countries, 
the countries to cities, the cities to provinces etc. 

§  Division stops when the units are so small that it can be 
assumed that everyone knows everyone 
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A hierarchical model 

l  For simplicity let us assume that the divisions at the 
dimension we consider are binary 
§  Assume that groups at the tree leaves have the same size g 
§  With n individuals we have n/g groups and log2(n/g) levels 

l  The distance to the target is measured in terms of the tree 
§  Lowest common ancestor in the tree that they share with the 

traget  
ü Less conservative 

l  Social network is 
correlated with the  
hierarchical tree   
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Figure 19.3: The hierarchical model of Watts et al. Small groups of individuals (boxes) are 
divided up in a hierarchical structure represented by a binary tree, which might, for instance, 
correspond to the hierarchical division of geographic space into countries, regions, towns, and so 
forth. The hierarchy dictates which social connections (indicated by curves) are most likely. A 
vertex in group A, for instance, is most likely to be connected to others close to it in the tree (B, C) 
and less likely to be connected to those further away (D, E). 
  

Such a model is the hierarchical model of Watts et al. [322], in which the interplay of social 
structure and geographic or other dimensions is represented by a tree or dendrogram.272 In the 
context of geography, for example, the world would be divided into countries, the countries into 
regions, states, or provinces, the regions into cities and towns, and so forth. The division ends 
when we reach units so small that it can reasonably be assumed that everyone knows everyone 
else—a single family, for instance. 

The divisions can be represented by a tree structure like that shown in Fig. 19.3. The tree 
depicted is a binary tree in this case. Each branch splits in two, then in two again, and so forth. In 
the real world branches might easily split into more than two parts. There are more than two 
countries in the world after all. However, the binary tree is the simplest case to study (and the one 
studied by Watts et al.), and the analysis given here for the binary case can be generalized to other 
cases quite easily. 

Let us also assume that the groups at the bottom of the tree all have the same size g. Again this 
is a simplification, but a useful one that does not have a major effect on the results. If the total 
number of individuals in the network is n then the number of groups is n/g, and the number of 
levels in the tree is log2(n/g). 

The model of Watts et al. makes two other important assumptions. First, it assumes that people 
measure distance to a target individual in terms of the tree, and more specifically in terms of the 
lowest common ancestor in the tree that they share with the target. That is, people are able to tell 
when someone lives in the same country as themselves, or the same region or town, but do not 
have any detailed information beyond that. This is a more conservative assumption than is made 
by Kleinberg’s model. In Kleinberg’s model it is assumed that people know their exact geometric 
distance to the target, no matter where in the network the target falls. In the present model people 
have a much more coarse-grained impression of how close they are to the target. 

The second assumption in the model of Watts et al. is that the social network itself is correlated 
with the hierarchical tree structure so that people who are closer together in the tree, in the sense of 
sharing a lower common ancestor, are also more likely to be acquainted. Thus people are more 
likely to know others in their own country than in other countries, more likely to know others in 

 

 



A hierarchical model 

l  Even though in the model people are less possible to 
know others that reside “far”, there are also more further 
individuals as compared to the ones close by 
§  Hence it is quiet possible for an individual to know people both 

near and far 

l  Consider a case where every node has at least one 
connection at every “distance” 
§  How would a greedy algorithm work in this case?   
§  It is not very realistic though to assume that each individual 

knows at least one person at each distance 
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A hierarchical model 

l  Watts et al. considered a more realistic scenario, where 
there is a probability pm for two individuals with the lowest 
common ancestor at level m to be connected 
§  m=0 for groups that are immediately adjacent 
§  m increases by one for each higher level up to a maximum of 

log2(n/g)-1 

l  Consider a vertex j. The number of other vertices that 
share a common ancestor at level m with j is 2mg 
§  Hence, the expected number of connections with these vertices 

is: 2mgpm=Cg2(1-β)m 
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A hierarchical model 

l  Summing over all levels, the average degree is: 

§  Which gives a value for C: 

ü C dictates the number of connections that each individual has 
§  For large n we get: 
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(19.9) 
  

where C and ȕ are constants.273 So long as ȕ is positive this choice gives, as desired, a lower 
probability of acquaintance with more distant individuals, the exact rate of variation being 
controlled by the value of ȕ. The parameter C controls the overall number of acquaintances that 
each individual has. 

The number of vertices with which any given vertex shares its ancestor at level m is just 2mg and 
hence the expected number of such vertices that it will be connected to is

 

(19.10) 
  

with the choice above for pm. Summing over all levels the total expected number of 
acquaintances an individual has, their average degree in the network, is

 

(19.11) 
  

Thus the constant C is given by

 

(19.12) 
  

In the limit of large n this simplifies to

 

(19.13) 
  

Now if a particular vertex receives a message and wants to pass it to a member of the opposite 
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A hierarchical model 

l  Now consider the greedy forwarding again 
§  If a vertex wants to pass a message to the opposite sub-tree at 

level m he can do so given that he has an appropriate 
connection 
ü This happens with probability Cg2(1-β)m 

§  If such a connection does not exist, he can pass it to another 
vertex at his sub-tree and the process is repeated 
ü The expected number of “local message passings” before a 

neighbor in the opposite sub-tree is found is: 2(β-1)m/Cg 
§  Then the total expected number of steps to reach the target is: 
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subtree at level m, it can do so provided it has a suitable acquaintance. If (19.10) is small, 
however, then most likely it will not, in which case the best it can do is to pass the message to 
someone else in the subtree it is already in, who can then repeat the process. The expected number 
of times this will happen before one person does have a neighbor in the opposite subtree is given 
by the reciprocal of (19.10), which is 2(ȕ-1)m /Cg. Then, summing this over all levels, the total 
expected number of steps to reach the target is

 

(19.14) 
  

It is also possible that the vertex holding the message will not have a neighbor either in the 
opposite subtree or in its own subtree. If this happens then the vertex has only neighbors further 
from the target than it is and none nearer. In this case the Milgram experiment fails—recall that 
participants were asked to pass the message to someone closer to the target. This, however, is not 
necessarily unrealistic. As Watts et al. pointed out, this presumably does happen in the real 
experiment sometimes, and moreover it is well documented that many messages, a majority in fact, 
get lost and never reach their target. For messages that do get through, however, Eq. (19.14) gives 
an estimate of the number of steps they take to arrive. 

Equation (19.14) is rather similar to the corresponding expression for the model of Kleinberg, 
Eq. (19.7), which is not a coincidence since the mechanisms by which the message-passing 
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where D, E, and ƒ are constants. 
These results have the same functional form as those of Eq. (19.8) for Kleinberg’s model and 

tell us that it is indeed possible for Milgram’s experiment to succeed in networks of this type, but 
only for the special parameter value ȕ = 1. For all other values, the number of steps ˜G taken to 
reach the target increases as a power of n. 

Thus the model of Watts et al. confirms Kleinberg’s results in the context of a more realistic 
network. The results are, however, somewhat mysterious in a way. The idea that the network must 
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experiment would fail? This is a point that is not yet fully understood. It is possible that our model 
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A hierarchical model 

l  Of course we have assumed that the vertex that currently 
has the message either has a connection at his own sub-
tree or one at the opposite sub-tree 
§  This is not necessary to hold true 
§  The vertex can have connections only further from the target 

ü Target is not found 
ü Failures in Milgram’s experiment 

§  However, when the target is found the previous equations gives 
an estimate of the number of steps needed 

l  At the limit of large n: 
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subtree at level m, it can do so provided it has a suitable acquaintance. If (19.10) is small, 
however, then most likely it will not, in which case the best it can do is to pass the message to 
someone else in the subtree it is already in, who can then repeat the process. The expected number 
of times this will happen before one person does have a neighbor in the opposite subtree is given 
by the reciprocal of (19.10), which is 2(ȕ-1)m /Cg. Then, summing this over all levels, the total 
expected number of steps to reach the target is
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A hierarchical model 

l  Again we see that we can find the shortest path through a 
greedy, fully distributed, algorithm only if β=1 

l  Both results (Kleinberg’s model and hierarchical model) 
are still not yet fully understood 
§  It is possible that the models miss some important feature that 

makes message passing robust in real worlds 
§  People might have a better process as compared to greedy 

forwarding 
§  It might also be possible that the models are precise and the 

world is really tuned as the models require for finding the short 
paths (α=1 or β=1) 
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Discussion of the message passing models 

l  Kleinberg’s model really showed that networks can be 
searchable through simple greedy processes 
§  However, the model itself is not representative of real world 

(social) networks 
§  In particular, Kleinberg’s model is built on top of a geometric 

lattice 
ü Geometry is implicitly assumed to be a social proxy 

o  Closeness on the lattice translates to closeness in the social 
space 

l  Watts et al. model is built on the fact that people in the 
social plane can have multiple identities 
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Discussion of the message passing models 

l  Two specific people can be close in the one dimension 
(e.g., live in the same neighborhood) but far in the other 
(e.g., do completely different occupations) 
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ters that eventually reached the target (rough-
ly 20%) was about six. This reveals not only
that short paths exist (2, 3) between individ-
uals in a large social network but that ordi-
nary people can find these short paths (4).
This is not a trivial statement, because people
rarely have more than local knowledge about
the network. People know who their friends
are. They may also know who some of their
friends’ friends are. But no one knows the
identities of the entire chain of individuals
between themselves and an arbitrary target.

The property of being able to find a target
quickly, which we call searchability, has been
shown to exist in certain specific classes of
networks that either possess a certain fraction
of hubs [highly connected nodes which, once
reached, can distribute messages to all parts
of the network (5–7)] or are built upon an
underlying geometric lattice that acts as a
proxy for “social space” (4). Neither of these
network types, however, is a satisfactory
model of society.

Here, we present a model for a social
network that is based upon plausible social
structures and offers an explanation for the
phenomenon of searchability. Our model fol-
lows naturally from six contentions about
social networks.

1) Individuals in social networks are en-
dowed not only with network ties, but iden-
tities (8): sets of characteristics attributed to
them by themselves and others by virtue of
their association with, and participation in,
social groups (9, 10). The term “group” refers
to any collection of individuals with which
some well-defined set of social characteris-
tics is associated.

2) Individuals break down, or partition,
the world hierarchically into a series of lay-
ers, where the top layer accounts for the
entire world and each successively deeper
layer represents a cognitive division into a
greater number of increasingly specific
groups. In principle, this process of distinc-
tion by division can be pursued all the way
down to the level of individuals, at which
point each person is uniquely associated with
his or her own group. For purposes of iden-
tification, however, people do not typically
do this, instead terminating the process at the
level where the corresponding group size g
becomes cognitively manageable. Academic
departments, for example, are sometimes
small enough to function as a single group
but tend to split into specialized subgroups as
they grow larger. A reasonable upper bound

on group size (9) is g ! 100, a number that
we incorporate into our model (Fig. 1A). We
define the similarity xij between individuals i
and j as the height of their lowest common
ancestor level in the resulting hierarchy, set-
ting xij ! 1 if i and j belong to the same
group. The hierarchy is fully characterized by
depth l and constant branching ratio b. The
hierarchy is a purely cognitive construct for
measuring social distance, and not an actual
network. The real network of social connec-
tions is constructed as follows.

3) Group membership, in addition to de-
fining individual identity, is a primary basis
for social interaction (10, 11) and therefore
acquaintanceship. As such, the probability of
acquaintance between individuals i and j de-
creases with decreasing similarity of the
groups to which they respectively belong. We
model this by choosing an individual i at
random and a link distance x with probability
p(x) ! cexp["#x], where # is a tunable
parameter and c is a normalizing constant.
We then choose a second node j uniformly
among all nodes that are a distance x from i,
repeating this process until we have con-
structed a network in which individuals have
an average number of friends z. The param-
eter # is therefore a measure of homophily—
the tendency of like to associate with like.
When e"# $$ 1, all links will be as short as
possible, and individuals will connect only to
those most similar to themselves (i.e., mem-
bers of their own bottom-level group), yield-
ing a completely homophilous world of iso-
lated cliques. By contrast, when e"# ! b, any
individual is equally likely to interact with
any other, yielding a uniform random graph
(12) in which the notion of individual simi-
larity or dissimilarity has become irrelevant.

4) Individuals hierarchically partition the

social world in more than one way (for ex-
ample, by geography and by occupation). We
assume that these categories are independent,
in the sense that proximity in one does not
imply proximity in another. For example, two
people may live in the same town but not
share the same profession. In our model, we
represent each such social dimension by an
independently partitioned hierarchy. A
node’s identity is then defined as an H-di-
mensional coordinate vector v!i, where vi

h is
the position of node i in the hth hierarchy, or
dimension. Each node i is randomly assigned
a coordinate in each of H dimensions and is
then allocated neighbors (friends) as de-
scribed above, where now it randomly choos-
es a dimension h (e.g., occupation) to use for
each tie. When H ! 1 and e"# $$ 1, the
density of network ties must obey the con-
straint z $ g.

5) On the basis of their perceived similar-
ity with other nodes, individuals construct a
measure of “social distance” yij, which we
define as the minimum ultrametric distance
over all dimensions between two nodes i and
j; i.e., yij ! minh xij

h. This minimum metric
captures the intuitive notion that closeness in
only a single dimension is sufficient to con-
note affiliation (for example, geographically
and ethnically distant researchers who collab-
orate on the same project). A consequence of
this minimal metric, depicted in Fig. 1B, is
that social distance violates the triangle in-
equality—hence it is not a true metric dis-
tance—because individuals i and j can be
close in dimension h1, and individuals j and k
can be close in dimension h2, yet i and k can
be far apart in both dimensions.

6) Individuals forward a message to a
single neighbor given only local information
about the network. Here, we suppose that
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Fig. 1. (A) Individuals
(dots) belong to groups
(ellipses) that in turn
belong to groups of
groups, and so on, giv-
ing rise to a hierarchical
categorization scheme.
In this example, groups
are composed of g ! 6
individuals and the hi-
erarchy has l ! 4 lev-
els with a branching ra-
tio of b! 2. Individuals
in the same group are
considered to be a dis-
tance x ! 1 apart, and
the maximum separa-
tion of two individuals
is x ! l . The individuals i and j belong to a category two levels above that of their respective groups,
and the distance between them is xij ! 3. Individuals each have z friends in the model and are more
likely to be connected with each other the closer their groups are. (B) The complete model has many
hierarchies indexed by h ! 1. . .H, and the combined social distance yij between nodes i and j is taken
to be the minimum ultrametric distance over all hierarchies yij ! minh xij

h. The simple example shown
here for H ! 2 demonstrates that social distance can violate the triangle inequality: yij ! 1 because i
and j belong to the same group under the first hierarchy and similarly yjk! 1 but i and k remain distant
in both hierarchies, giving yik ! 4 % yij&yjk ! 2.
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Discussion of the message passing models 

l  Considering more than one dimensions while searching 
can help distributed search tremendously 
§  The class of networks that are searchable is becoming larger 
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each node i knows only its own coordinate
vector v!i, the coordinate vectors v!j of its
immediate network neighbors, and the coor-
dinate vector of a given target individual v!t,
but is otherwise ignorant of the identities or
network ties of nodes beyond its immediate
circle of acquaintances.

Individuals therefore have two kinds of
partial information: social distance, which
can be measured globally but which is not a
true distance (and hence can yield misleading
estimates); and network paths, which gener-
ate true distances but which are known only
locally. Although neither kind of information
alone is sufficient to perform efficient search-

es, here we show that a simple algorithm that
combines knowledge of network ties and so-
cial identity can succeed in directing messag-
es efficiently. The algorithm we implement is
the same greedy algorithm Milgram suggest-
ed: Each member i of a message chain for-
wards the message to its neighbor j who is
closest to the target t in terms of social dis-
tance; that is, yjt is minimized over all j in i’s
network neighborhood.

Our principal objective is to determine the
conditions under which the average length
!L" of a message chain connecting a random-
ly selected sender s to a random target t is
small. Although “small” has recently been

taken to mean that !L" grows slowly with the
population size N (13, 14), Travers and Mil-
gram found only that chain lengths were
short. Furthermore, these message chains had
to be short in an absolute sense because at
each step, they were observed to terminate
with probability p ! 0.25 (1, 15). We there-
fore adopt a more realistic, functional notion
of efficient search, defining for a given mes-
sage failure probability p, a searchable net-
work as any network for which q, the prob-
ability of an arbitrary message chain reaching
its target, is at least a fixed value r. In terms
of chain length, we formally require q #
!(1 $ p)L" ! r, and from this we can obtain
an estimate of the maximum required !L"
using the approximated inequality !L" " lnr/
ln(1 $ p). For the purposes of this study, we
set r # 0.05 and p # 0.25, yielding the
stringent requirement that !L" " 10.4 inde-
pendent of the population size N. Figure 2A
presents a typical phase diagram in H and %,
outlining the searchable network region for
several choices of N, g # 100, and z # g $
1 # 99.

Our main result is that searchable net-
works occupy a broad region of parameter
space (%,H) which, as we argue below, cor-
responds to choices of the model parameters
that are the most sociologically plausible.
Hence our model suggests that searchability
is a generic property of real-world social
networks. We support this claim with some
further observations and demonstrate that our
model can account for Milgram’s experimen-
tal findings.

First, we observe that almost all search-
able networks display % & 0 and H & 1,
consistent with the notion that individuals are
essentially homophilous (that is, they associ-
ate preferentially with like individuals) but
judge similarity along more than one social
dimension. Neither the precise degree to
which they are homophilous, nor the exact
number of dimensions they choose to use,
appears to be important—almost any reason-
able choice will do. The best performance,
over the largest interval of %, is achieved for
H # 2 or 3—an interesting result in light of
empirical evidence (16) that individuals
across different cultures in small-world ex-
periments typically use two or three dimen-
sions when forwarding a message.

Second, as Fig. 2B shows, although in-
creasing the number of independent dimen-
sions from H # 1 yields a dramatic reduction
in delivery time for values of % & 0, this
improvement is gradually lost as H is in-
creased further. Hence the window of search-
able networks in Fig. 2A exhibits an upper
boundary in H. Because ties associated with
any one dimension are allocated independent-
ly with respect to ties in any other dimension,
and because for fixed average degree z, larger
H necessarily implies fewer ties per dimen-

Fig. 3. Comparison between n(L), the number
of completed chains of length L, taken from the
original small-world experiment (1) (bar graph)
and from an example of our model with N #
108 individuals (filled circles with the line being
a guide for the eye). The experimental data
shown are for the 42 completed chains that
originated in Nebraska. ( We have excluded the
24 completed chains that originated in Boston
as this would correspond to N ! 106.) The
model parameters are H # 2, % # 1, b # 10,
g # 100, and z # 300; message attrition rate is set at 25%; n(L) for the model is compiled from
106 random chains and is normalized to match the 42 completed chains that started in Nebraska.
The average chain length of Milgram’s experiment is '6.5, whereas the model yields !L" ! 6.7. The
distributions compare well: A two-sided Kolmogorov-Smirnov test yields a P-value of P ! 0.57,
whereas for a (2 test, (2 ! 5.46 and P ! 0.49 (seven bins). (A large value of P supports the
hypothesis that the distributions are similar.) Even without attrition, the model’s average search
time is !L" ! 8.5 and the median chain length is 8. The model does not entirely match the
experimental data because the former requires approximately 360 initial chains to achieve 42
completions as compared with 196.

Fig. 2. (A) Regions in H-% space
where searchable networks exist
for varying numbers of individual
nodes N (probability of message
failure p # 0.25, branching ratio
b # 2, group size g # 100, av-
erage degree z # g $ 1 # 99,
105 chains sampled per net-
work). The searchability criterion
is that the probability of mes-
sage completion q must be at
least r # 0.05. The lines corre-
spond to boundaries of the
searchable network region for
N # 102,400 (solid), N #
204,800 (dot-dash), and N #
409,600 (dash). The region of
searchable networks shrinks with
N, vanishing at a finite value of
N that depends on the model
parameters. Note that z ) g is
required to explore H-% space
because for H # 1 and % suffi-
ciently large, an individual’s
neighbors must all be contained
within their sole local group. (B)
Probability of message comple-
tion q(H) when % # 0 (squares)
and % # 2 (circles) for the N# 102,400 data set used in (A). The horizontal line shows the position
of the threshold r # 0.05. Open symbols indicate that the network is searchable (q ! r) and closed
symbols mean otherwise. For % # 0, searchability degrades with each additional hierarchy. For the
homophilous case of % # 2 with a single hierarchy, less than 1% of all searches find their target
(q ! 0.004). Adding just one other hierarchy increases the success rate to q ! 0.144, and q slowly
decreases with H thereafter.
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